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Abstract—We have observed two trends, growing wireless
capability at the physical layer powered by MIMO-OFDM and
growing video traffic as the dominant application traffic. Both
the video source and MIMO-OFDM channel components exhibit
nonuniform energy distribution. This has motivated us to leverage
the source data redundancy at the channel to achieve high video
recovery performance. We propose ParCast+ that first separates
the source and the channel into independent components, matches
the more important source components with higher-gain channel
components, allocates power weights with joint consideration to
the source and the channel, and uses pseudo-analog modulation
for transmission. Such a scheme achieves fine-grained unequal
error protection across source components. We implemented ParCast+ in Matlab and on Sora. Extensive evaluation has shown that
our scheme outperforms competing schemes by notable margins,
sometimes up to 6.4 dB in PSNR for challenging scenarios.
Index Terms—8-MSAT - Multimedia Streaming and Transport,
8-WMMM - Wireless/Mobile Multimedia.

I. INTRODUCTION

M

IMO-OFDM technologies have become the default
building blocks for next generation wireless networks.
As wireless capability continues to grow, so does the application demand. According to the Cisco Visual Networking Index
[5], traffic from wireless devices will exceed traffic from wired
devices by 2015. Internet video is a major source of such traffic
growth, which accounted for 40% of consumer Internet traffic
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in 2010, and will reach 62% by the end of 2015. Video-on-demand traffic is expected to triple by 2015, and video unicast
constitutes the bulk of the volume. As a result, considerable
effort has been devoted to improving video delivery quality
over wireless links, especially unicast. Supporting in-home
high-definition video streaming is precisely one of the motivations for 802.11ac.
Traditionally, videos are first compressed into a bit stream
and then transmitted in the same way as other binary data, as
shown by MPEG [24]. The adopted video codec normally includes a Discrete Cosine Transform (DCT) to remove correlation between the pixels and achieve energy compaction. Nonuniformly distributed coefficient energy levels imply statistical
features, or redundancy, in the source data, and suitable entropy
coding could remove such redundancy. Less redundancy means
more power per unit compressed data, and hence better error
resilience performance. Given the expected channel conditions,
we can then separately determine the compression rate at the
source and the transmission rate at the channel. However, if the
actual channel condition turns out to be worse than expected,
the pre-determined source and channel rates would have been
too aggressive and can cause bit errors in decoding. Since digital rates do not have graceful fallback behavior in the face of bit
errors, glitches would occur, especially for wireless links with
unpredictable channel conditions.
While wireless links are loss prone, the original video need
not be received in its entirety to ensure good visual quality. A
synergy between the two sides can therefore be more effective
than separately optimizing the source and the channel coding.
This has motivated an industry standard effort, Wireless High
Definition Interface (WHDI) [2], which sends uncompressed
high definition videos over wireless links. Nevertheless, this is
still inefficient due to the sheer volume of uncompressed video
data for transmission, since the redundancy within the data is
not utilized at either the source encoder or the decoder.
Some recent cross-layer approaches have aimed to exploit
the redundancy in the source to improve video quality in wireless networks. They are motivated by the observation that such
source redundancy can be used at the channel to protect against
errors. SoftCast [14] starts with a 3D-DCT transform and then
allocates power weights based on the redundancy level of DCT
coefficients. The entire codec uses a series of linear transforms
to ensure the received video quality is proportional to the
channel quality. While conventional systems perform lossy
compression over lossless digital communication, SoftCast
performs lossless compression over lossy analog communication. FlexCast [6] retains much of the MPEG encoding process,
but replaces the entropy coding stage with a rateless code.
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The source components that contribute more to the overall
distortion are represented with more channel bits. Note that
allocating different amounts of power or bits to different source
components is a form of unequal error protection (UEP). Both
SoftCast and FlexCast use a single code to simultaneously
compress and protect the source. Their performance shows that
it is unnecessary to optimally compress the source, provided
the amount of residual source redundancy matches the required
error protection over the channel.
However, these approaches were designed with single-antenna links in mind or channel oblivious for broadcast. OFDM
(Orthogonal Frequency Division Multiplexing) decomposes a
wideband channel into a set of mutually orthogonal subcarriers,
and the channel gains across these subcarriers are usually different [11], sometimes by as much as 20 dB. With MIMO (Multiple-Input Multiple-Output), each subcarrier is further divided
into a set of spatial subchannels, again with different channel
gains. Furthermore, a channel dependent precoding operation
is often necessary to make the spatial subchannels on the subcarrier mutually orthogonal, so that the signals do not interfere
with one another along different subchannels. As a result, even
for unicast, there are several issues with running SoftCast or
FlexCast directly over a MIMO-OFDM link. In particular, error
behavior differs across subchannels. If a one-size-fits-all code
rate is used for a few or all subchannels, it generally needs to be
conservative, and hence suboptimal, to accommodate the worst
subchannels. In this sense, unicast over a MIMO-OFDM link
resembles a broadcast channel. The need for precoding makes
it difficult to ensure that a single channel oblivious error protection scheme can perform well across MIMO-OFDM links.
Observe that neither the source DCT component energy nor
the subchannel gains are uniformly distributed. If we let the
more important, high-energy DCT components be transmitted
in high-gain subchannels, and the less important parts in lowergain subchannels, we may better utilize the overall channel.
Note, however, that the DCT and the precoding steps are essential at the source and channel respectively to avoid interference between source components and subchannels. This suggests that we should match DCT components to subchannels
based on the respective sorted order of the energy levels and
then perform joint source-channel power allocation to optimize
per DCT component and subchannel error performance. This
is unequal error protection operating at a finer granularity than
conventional layered video coding.
With these factors in mind, we present ParCast+, which
tailors the video unicast quality to the MIMO-OFDM channel.
ParCast+ is a revision of our earlier design, ParCast [19]. Both
systems offer the same key features: (1) obtaining independent
source components and subchannels, (2) matching important
source components to high-gain subchannels, (3) scaling
the source data with power weights computed with joint
source-channel considerations, and (4) transmitting transform
coefficients using pseudo-analog modulation. Compared to ParCast, ParCast+ features improved video source decorrelation
and more flexible source-subchannel mapping. Specifically,
ParCast+ adopts a motion aligned 3D transform to decorrelate
the source, which is generally considered more efficient at
compacting the source energy than the 3D-DCT in ParCast.
Furthermore, source components in ParCast+ are divided
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independently of the number of available subchannels and
dynamically allocated to the channel on a per-packet basis,
unlike in ParCast.
We implement the video codec in C++ and the channel dependent modules of ParCast+ both as a Matlab simulation and on
Sora [29].1 We ran experiments on Sora to validate the Matlab
simulation, and then ran channel trace driven simulations to
compare ParCast+ against alternatives. We find that ParCast+
outperforms the best conventional digital scheme, sometimes
by 6.4 dB, for videos with fast motion and a large energy spread
over mobile links. This is a challenging case for conventional
schemes, but favors ParCast+.
To summarize, the major contributions of this paper are threefold. First, we highlight the analogy between the energy distributions for video sources and MIMO-OFDM channels, and
show how imperfect distributions for both can work in synergy. Second, we show the importance of decorrelating both the
source and the channel and matching them accordingly at a fine
granularity. Third, we show that a simple scheme can achieve
significant benefits by implementing the above steps. Extensive
evaluation has shown that this is indeed an effective video delivery mechanism over MIMO-OFDM links.
II. BACKGROUND AND RELATED WORK
A. Background and Motivation
Video sources exhibit spatial correlation within a frame and
temporal correlation across frames. For individual frames, DCT
has been widely adopted for the compression of still images and
video frames to reduce the inherent spatial redundancy between
blocks and peradjacent pixels. If we divide a frame into
form a block DCT transform for each block, we can obtain the
DCT coefficients in 64 different frequency bands. After computing the average energy for each frequency band and plotting
the energy distribution in Fig. 1, we can see very non-uniform
distributions. The energy often spreads across 5 or 6 orders of
magnitude, and the high-energy end drops very quickly.
Similar non-uniform distributions are also observed in
the subchannel gains of a MIMO-OFDM link. When the
channel state information (CSI) is available at the transmitter, we are able to perform singular value decomposition
(SVD)-based precoding [25] for each OFDM subcarrier,
turning a MIMO-OFDM link into a set of independent
single-antenna narrowband subchannels. Fig. 2 shows sorted
MIMO-OFDM links,
subchannel gains for example
with 3 antennas on either end of the link. Each link is labeled
destination ID ). We also see a large
( source ID
spread between the strongest and weakest subchannels, though
with a faster drop-off at the low gain end. Having more antennas
increases the spread but flattens the high-gain end slightly.
Source-Channel similarities: We can observe similarities between the source and channel characteristics, and hence a joint
source-channel scheme that exploits the synergy between the
two is likely to work well.
First, SVD based precoding for a MIMO channel can be
viewed as compacting energy to diagonalize the channel matrix,
whereas a decorrelation transform like DCT at the source is also
expected to diagonalize the correlated source pixels. Without
1[Online].

Available: http://research.microsoft.com/en-us/projects/sora/
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Fig. 1. 2D

Fig. 2.

block DCT coefficient energy.

MIMO-OFDM subchannel gains.

precoding at the channel, the received spatial signals would
interfere with one another and hurt decoding performance.
With correlation between the source components, power or bit
allocation to them would be suboptimal. Therefore, it is important to avoid correlation at both the source and the channel.
Second, Figs. 1 and 2 show a similar spread between the
highest- and lowest-energy components, although the drop-off
rate behavior differs. Therefore, it seems natural to match both
sides, so that the high-energy DCT components are transmitted
on the high-gain subchannels to avoid them acting against each
other. Furthermore, the large number of subchannels allows
fine-grained error protection levels.
Third, power weights can be allocated to transmitted source
components to minimize the overall distortion. However,
power allocation between different subchannels can also affect
the achieved channel rates, which would eventually translate to the reconstructed source distortion. Therefore, a joint
source-channel power allocation strategy can optimize the
overall recovery performance.
Motivated by the above observations, we have designed ParCast+ for video unicast. We use a joint source-channel coding
approach to leverage the similarities.
B. Related Work
Shannon’s source-channel separation theorem [31] shows
that we can achieve the optimal communication performance
by separately optimizing the source code and the channel code.
However, a capacity-achieving channel code must have an
infinite block length. Given wireless channels are error prone,
optimally loading source bits to each subchannel, along with
sufficient protection bits, is impractical. Furthermore, the transmitter must know the exact subchannel gains and also notify
the receiver as to how to decode the signal on each subchannel.

The former is susceptible to channel variation and the latter
step would incur a high overhead.
Naturally, jointly considering and performing source and
channel coding would resolve some issues in video communication systems. For example, we can combine layered source
coding with UEP through channel coding. This has proven to
be effective and popular for error resilient video transmission
[32].
In MIMO or MIMO-OFDM systems, the wireless channel
can be decomposed into several subchannels and they normally
have unequal gains. This property adds another dimension
to the design space of joint source-channel coding (JSCC)
schemes. As Liu et al. [18] pointed out, video transmission
over MIMO requires the appropriate decomposition of both the
wireless channels and the multimedia data. Existing layered
source-channel schemes mainly differ in how they divide
the source into layers and the granularity of the layers and
subchannels used.
On the source side, the fine granularity scalability (FGS) technique of MPEG-4 can be used to generate many layers for different MIMO-OFDM subchannels [15]. However, FGS is rarely
used in practice, and it assumes different modulations across
subchannels, which is also hard to implement. More practical
schemes (e.g., [27], [26], [35], [18], [13]) are based on scalable
video coding (SVC), where one base layer and several enhancement layers are generated. The SVC based schemes are similar
to the FGS based scheme in principle, though with far fewer,
more coarse-grained layers.
On the channel side, Zhao et al. [35] only prioritized the
transmit antenna gain, while most other works [26], [18] considered decomposed subcarriers or subchannels. Hu et al. [13]
combined several adjacent subcarriers into resource blocks, and
used them as the minimum resource unit. In addition to the unicast scenario, broadcast channel or multi-user scenarios have
also been studied. Yang and Wang [34] addressed the problem of
broadcasting scalable H.264 videos over the downlink MIMOOFDM systems. A low-complexity suboptimal subcarrier allocation algorithm is proposed based on the auction method. Li
et al. [17] characterized the rate-utility relationship of SVC via
a packet prioritization scheme and proposed a scalable resource
allocation scheme in a multi-user MIMO-OFDM network.
To summarize, the design space of JSCC schemes includes
source and channel coding, channel selection, modulation, and
power allocation. In a time-varying wireless channel, all the
parameters need to be adaptively decided. In addition to the
complexity, conventional digital methods, including those using
UEP and automatic repeat request (ARQ), suffer from the cliff
effect, i.e., when the actual channel is worse than estimated, the
receiver may get nothing.
Unlike the above schemes, two recent systems, SoftCast
and FlexCast, each designs a single code that compresses and
protects simultaneously. SoftCast builds on an analog code
that adjusts the compression-protection tradeoff with transmit
power allocation, whereas FlexCast achieves a similar goal
with bit allocation. Compared with conventional digital systems
exhibiting a cliff effect, these two systems can achieve graceful
performance degradation with the channel condition.
For single-antenna channels, both schemes could achieve
near optimal unicast performance, although SoftCast was
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Fig. 3. Block diagram of the video encoding and transmission process in ParCast+.

designed for broadcast. However, directly running these over
MIMO, without precoding, cannot avoid interference between
received signals on different subchannels. Even with precoding,
neither distinguishes among different subchannel gains.
Compared to the above schemes, ParCast+ has three important features. First, not only does it match important source data
with high-gain subchannels as in some proposed digital systems,
it does so at a fine granularity and for independent source components. Second, unlike SVC-based schemes, the importance
and implicit redundancy levels of the source components are
aligned, i.e., the most important component also embeds the
highest level of redundancy. Therefore, the transmit power allocation process can easily adjust the protection level between
source components according to the channel quality. Third, ParCast+ follows the same motivation of SoftCast and FlexCast to
jointly consider source compression and error resilience at the
channel, but specifically designs a scheme to leverage the properties of both the source and the MIMO-OFDM channel with a
single code.
III. SYSTEM DESIGN
A. Overview
The ParCast+ design follows two principles. First, the video
source and the channel should be decorrelated to independent
components respectively. Second, each source component is
encoded via a series of linear transforms, sent on a distinct
subchannel, and decoded independently of other source components. This process ensures graceful quality degradation on
each subchannel. Fig. 3 depicts the encoding and transmission
process at the video source.
The source encoder divides the video sequence into groups
of pictures (GOPs). For each GOP, it decorrelates the source
via a motion aligned 3D transform (the blocks for Motion Compensation, Temporal Wavelet, and 2D DCT in Fig. 3) to represent each frame with the transform coefficients and a small
amount of motion information. The coefficients are grouped into
equal-sized chunks and a variance is computed to indicate the
energy or importance of each chunk. The chunks of a GOP are
grouped into source layers and then allocated to the subchannels, such that high-energy source layers are sent on high-gain
subchannels in successive packets, which is a permutation transform. Power whitening is performed per source layer to even out
power distribution.
The power allocation stage then formulates an optimization
problem to minimize the total source distortion after traversing
the channel and scales the magnitude of the coefficients in
each chunk by weight. The power weights are computed by
taking into account both the variance of the coefficients and the

corresponding subchannel gain (Unequal Error Protection in
Fig. 3).
Pairs of coded coefficient values are combined into complex
symbols for transmission (Pseudo-Analog Modulation). Those
for different spatial subchannels on each subcarrier are then precoded, so that they will be transmitted on orthogonal spatial
channels and arrive at the receiver without interference from
other spatial signals. The precoded values are then transmitted
without further channel coding over the MIMO-OFDM channel
using the same pseudo-analog modulation as in SoftCast [14].
This mimics real analog modulation with a Quadrature Amplitude Modulation (QAM) of a very dense constellation.
The encoding and transmission of video data is a linear
process, which can be written as:
(1)
where is the overall channel matrix, is the precoding matrix,
is a diagonal matrix with the power weights on the diagonal,
implements the mapping between DCT coefficient
streams to subchannels, and
contains complex symbols in
one packet. The details of matrices , and will be given
in Section III-C. The construction of matrices
and will be
explained in Section III-D2.
The video sender also transmits motion information and the
source chunk energy variance in each GOP to the video receiver before sending the coefficients (Channel Coding & Digital Modulation in Fig. 3). The receiver feeds back channel state
information (CSI) to the sender (CSI feedback). All such metadata are compressed, sent, and decoded using conventional digital methods.
For the coefficients, the decoder does not perform regular
MIMO processing to separate the signals across antennas. Instead, it collects the received signals on all the spatial and frequency domain subchannels, performs a complex to real conversion, and invokes a Linear Least Square Estimator (LLSE)
to recover the coefficients. Then it reconstructs the frames by
taking the inverse of the initial transform process.
B. Source Decorrelation
Videos have both temporal and spatial correlation. Modern
video coding schemes (such as H.264/MPEG-4 and HEVC
[28]) adopt a hybrid approach to handle the two types of
correlation: block-based motion compensation (MC) for temporal decorrelation and transform-domain coding for spatial
decorrelation. In particular, the block-based MC is based on a
closed-loop prediction, i.e., the prediction of the current frame
is based on the reconstruction of the previous frame at the
decoder. In our system, however, the received video quality
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C. Channel Decorrelation

Fig. 4. Lifting structure of two-level 5/3 temporal filter.

varies gradually with the channel condition and the encoder
is not able to know the exact recovered frame at the receiver.
In this case, a closed-loop prediction will incur drifting errors,
especially in large GOPs.
Another approach is to use a unified procedure (transform domain based compression) to remove both types of correlation. In
previous work, both 3D-DCT and wavelet transform have been
considered [7], [14], [21]. The advantages are two-fold. First,
it effectively avoids the drifting error problem. Second, it simplifies the encoder because reconstruction is no longer needed.
However, the disadvantage is obvious, too. A temporal transform without motion alignment cannot effectively remove the
temporal correlation.
A third approach, a motion compensated temporal filtering
(MCTF) based motion aligned 3D transform, can avoid the
aforementioned disadvantages. In our system, we adopt the
barbell lifting based MCTF [33] to exploit the temporal correlation. Fig. 4 illustrates the 5/3 biorthogonal lifting structure of
a recursively implemented two-level temporal decomposition.
At the first level, lowpass L frames and highpass H frames are
generated by the lifting based prediction and update step. At
the second level, the lowpass frames are fed to the next MCTF
level and further decomposed into LL frames and LH frames.
After MCTF, the generated frames are normalized [10] and
spatially decorrelated with a 2D-DCT.
The entire source decorrelation process creates two types of
metadata and a sequence of coefficients. The metadata include
the motion information (mode selection and motion vectors)
produced in the MCTF and the variance information of the DCT
coefficients. They should be transmitted with a conventional
digital approach to ensure error-free reception.
The selection of the GOP size should consider the temporal
characteristics of the source video [20] and the application scenario. For videos with slow or translational motion, there is
temporal correlation over a long series of frames. In this case,
a large GOP size is preferred because a further level of temporal filtering can exploit the inter-frame correlation between
two consecutive lowpass frames. Conversely, further temporal
filtering will generate high-energy highpass frames for a video
with fast and complex motion like football, which is undesirable for transmission. As the codec of ParCast+ processes the
video by GOPs, the GOP size also determines the complexity
and the delay of the codec. To trade off the coding efficiency,
complexity, and delay, we adopt a temporal filter with three
levels and a GOP size of 8 frames.

Let us consider a MIMO-OFDM link with
transmit antennas,
receive antennas, and
subcarriers. For simplicity
and without loss of generality, we assume
.
1) SVD-Based Precoding: By design, the signals on different
OFDM subcarriers are independent from one another. Let
be the complex channel matrix of the th subcarrier. The dimension of
is
. If
is available at the transmitter, SVD-based precoding [25] can effectively decorrelate
the spatial subchannels and make the received signals mutually
orthogonal. The SVD for the channel matrix
can be represented as:
(2)
where
and
are unitary matrices,
is a diagonal matrix
with non-negative real values on the diagonal, and
is the
conjugate transpose of
.
SVD-based precoding simply multiplies the symbols to be
transmitted with the matrix
. Since there are
subcarriers,
the overall precoding matrix in (1) can be formed as follows:

..

.

(3)

The dimension of this matrix is
. The overall
channel matrix in (1) has the same dimension and it is similarly constructed by stacking the channel matrix of each subcarrier on the diagonal.
Meanwhile, the singular values from ,
are taken
out sequentially. Each singular value corresponds to a subchannel with channel gain . Therefore, we construct
as
follows. If the th singular value is the th largest, then the entry
on the th row and th column is set to 1, or
. In total,
there are
entries set to 1 and the other entries are all zeros.
2) Equivalence of the Complex and Real Channels: Each
complex subchannel can be further decomposed into two real
subchannels with equal gain. The equivalence of the complex
and real channels will be used in the video decoder.
Let be the channel parameter of a particular complex subchannel, and and be the transmitted and received complex
symbols, respectively. Ignoring the channel noise for now, we
can write the received symbol as
in complex values, or
(4)
and
indicate the real and
in real numbers, where
imaginary parts of a complex symbol. Actually, after the SVD
of
(
), all the decomposed subchannels have
real-valued channel parameters, i.e.,
. We can find
that the two subchannels for
and
have the same
channel gain
.
D. Unequal Error Protection for the Coefficients
ParCast+ provides UEP for the DCT coefficients following
three steps: multi-layer source generation, source-subchannel
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mapping, and joint source-channel power allocation across subchannels. The overall goal of the source-subchannel mapping
is to transmit the more important source components on the
high-gain subchannels. We will discuss this in the context of
the other two steps.
1) Multi-Layer Source Generation: The DCT coefficients of
each GOP in ParCast+ are first processed to generate multiple
independent layers, the total number of which matches that of
subchannels in the MIMO-OFDM link.
Initial chunk division: The coefficients in a GOP are first divided into equal-sized rectangular-shaped chunks, the same as
for SoftCast (Fig. 3 in [14]). The variance, indicating the energy
or importance, is computed for each chunk. The coefficients in
the same chunk should be coded and transmitted in the same
way.
Bandwidth and subchannel allocation: We can view the
available bandwidth and subchannel resources as a two-dimensional matrix, where each row corresponds to complex symbols
on a distinct subchannel sent over time and each column corresponds to an OFDM symbol. The dimension of this resource
matrix is
, where
is the number of subchannels
and is the number of available time slots during the transmission of a GOP. Since every two real-valued DCT coefficients
form one complex symbol, we prepare a real-valued data matrix
of dimension
for transmission.
, which has
The channel allocation step forms the matrix
the same dimension as . The reweighting and whitening step,
which will be described in the following subsection, will construct
from
. To allocate the channel, we first sort the
data chunks in descending order according to their variances.
Then we simply take coefficients from successive chunks and
. If there is insufficient bandfill them into rows of the matrix
width, the extra elements (the least important coefficients) will
be discarded. Conversely, if there is redundant bandwidth, any
unfilled position is padded with 0. We refer to the data assigned
to each subchannel as a source layer, denoted by .
Reweighting and whitening: Reweighting and whitening are
performed within each source layer, or over the vector . Typically, each source layer contains coefficients from different initial chunks with different energy. If these energy values differ
significantly, it is helpful to reweight the energy levels across
the chunks within a layer to help decrease the overall recovery
distortion. This is especially the case for the first layer, where
the initial chunk variances decrease sharply. As shown in [14],
this can be achieved by applying a scaling factor of
for
a chunk with variance . Note that the scaling factors across
source layers are independent and separately calculated. If we
view each coefficient within the th chunk as a random variable
with variance , the new per-layer variance for the th layer
is the average of the variances of all data within the layer.
The average power per column of the bandwidth matrix after
reweighting can vary significantly across columns. Therefore,
we mix data within each source layer with a random orthogonal
matrix to achieve the same effect as a Hadamard transform2,
2Hadamard matrices can only have certain dimensions while our data can be
of arbitrary dimensions.
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such that the average power per OFDM symbol is the same. This
also ensures the same average power across transmit antennas
and eases the requirement on the dynamic range of the power
amplifier at the transmitter.
The power reweighting and whitening process can be written
as:
(5)
where
implements per-layer whitening,
is a diagonal matrix with
power weights on the diagonal,
is a
row vector representing a source layer, and the superscript indicates a transpose. The resulting
is also a
row vector, representing a processed source layer. Stacking all
the ’s, we can form the data matrix , and data in the same
row have the same new variance, .
2) Joint Source-Channel Power Allocation: With the precoding operation at the encoder and equalization at the receiver,
the MIMO-OFDM channel is separated into a set of orthogonal
subchannels. After channel mapping, rows in the data matrix
will be sent over different subchannels. Taking both source
energy and subchannel gain into account, we re-distribute
the power among the rows in order to achieve the optimal
performance.
The optimization problem in ParCast+ is to minimize the expected mean squared error (MSE) under the transmit power constraint with budget . Let be a column of data taken from the
matrix after channel mapping (i.e., after pre-multiplying the
matrix , constructed as in Section III-C). Assuming inverse
decoding of , we can formulate the problem as:

subject to:
(6)
is the average noise power, is the singular value on
where
is the diagonal power weight
subchannel , and
matrix to be designed, with as its
diagonal entry. Although
we perform precoding at the transmitter, the precoding matrix
does not change the total transmission energy, and therefore is
omitted in (6) for clarity. By using Lagrange multipliers, the
solution is:
(7)

and the derived MSE is
(8)
to , i.e.,
The MSE (8) is determined by the mapping of
the matrix in Equation (1). By the Rearrangement Inequality
[12], the best
lets the
follow the same sorted order as
. This shows why the source layer with the largest variance
should be assigned to the highest-gain subchannel.
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Strictly speaking, this is an approximation for the case when
the optimal LLSE decoder is used, because inverse decoding
can magnify the channel noise. When the channel condition is
good, however, the two decoders have comparable performance
and the optimization of the MSE of inverse decoding is much
simpler to solve.
If we re-formulate the optimization using LLSE instead, the
derived depends on the channel noise
[16]. If
is too
low, the corresponding would be zero in the new optimization
result. This means the subchannel and the corresponding source
layer should be discarded and their power returned to the overall
power budget. This is analogous to the water-filling power allocation strategy in MIMO systems to achieve channel capacity.
The power scaling factors can be calculated per packet to adjust to varying subchannel gain orders due to channel variation.
Therefore, we write the encoding and transmission process for
each data packet in (1). Let be the number of OFDM symbols
in one data packet. Taking
columns from matrix , we form
a complex data matrix
with dimension
that can
be transmitted in one packet. In particular, every two adjacent
entries in the same source layer form one complex symbol.
E. Managing Metadata
Source information from the video encoder: In order to undo
the power scaling, source-subchannel mapping, and the MCTF
stage, the video decoder needs the motion and chunk energy
variance information from the video encoder. This information
is compressed using standard variable length coding and sent
in a regular digitally modulated packet. Since the information
is critical for the recovery quality, we need to ensure error-free
transmission of these packets. Currently, we use as many spatial
streams as the channel quality permits and always use BPSK
and 1/2 rate convolutional coding for each spatial stream. The
bandwidth cost of these packets is always less than 10%.
CSI from the video decoder: The video sender needs CSI
feedback from the receiver. Since the WiFi standard 802.11ac
and LTE both expect to use channel dependent precoding, it is
reasonable to assume the availability of CSI. Currently, the receiver measures the channel using the regular channel estimation technique, then feeds the CSI back to the sender in a regular, digitally modulated packet. A CSI update every 100 ms is
normally considered acceptable overhead. If there is also traffic
from the receiver to the sender, we can leverage channel reciprocity by letting the sender estimate the channel. Hence the
CSI update overhead can be easily managed.
Note that the CSI updates in ParCast+ are cumulative.
Since most packets are precoded, the video receiver will measure a precoded channel,
.
has the same singular values as the actual channel
, so we can assign source layers to subchannels and
calculate the power weights directly. However, typically
, so
alone cannot be used as
the precoding matrix. We have two options: (1) the sender computes the actual channel as
,
and gets
as the new precoding matrix; or (2)
the sender gets
from
, and uses
as the precoding matrix. Although
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in general, the two sides
differ by a multiplication by a unitary block diagonal matrix
and achieve the same precoding effect. We have verified both
options and are currently using the first one.
F. The Video Decoder
The decoder receives and decodes the digitally modulated
packets following the standard decoding procedures to obtain
the variance of coefficient chunks and the motion information.
With each packet containing OFDM symbols, the ParCast+
decoder forms lengthreal-valued vectors (with alternating real and imaginary parts) from the received signals on
all the spatial and frequency domain subchannels. Let denote
one such vector and let denote the corresponding transmitted
vector. The dimension of is also
, which equals the
number of decomposed real channels. Given the linear encoding
process, we use the LLSE decoder to recover the coefficients in
, which is the optimal decoder [16]:
(9)
where
is the overall encoder written in real numbers and
and are both real-valued diagonal matrices. In particular,
is constructed as follows. The receiver computes the complex encoding matrix
in (1) and expands each complex
number into a
real-valued matrix, as we did for in (4). The
dimensions of the three matrices are all
. The
diagonal element of is the channel noise experienced by
the packet carrying the th row of the received . The
and
diagonal elements of are
, where
is the
variance of the th source layer and is the gain on the corresponding subchannel.
After decoding the coefficients, ParCast+ follows the inverse
processes for multi-layer source generation, 2D-DCT, and
MCTF to reconstruct the frames.
IV. IMPLEMENTATION
A. ParCast+ Implementation
We divide the whole system into the application layer video
codec and physical layer operations.
At the sender, the video encoder performs the MC-based 3D
transform, generates source layers from these coefficients, and
passes them, as well as the metadata (chunk variances and motion information from MCTF), to the PHY module. The PHY
module performs subchannel allocation, power distribution, and
precoding, before grouping enough OFDM symbols into individual packets for transmission. In addition, the PHY module
on the video sender sends the source metadata digitally and processes the CSI feedback from the video receiver.
Note that although we currently implement the entire source
encoder at the transmitter, this is not strictly necessary. The motion-aligned 3D transform is independent of the channel and
could easily take place on a remote video server connected with
a wireless transmitter over the wire. If the server is notified of
the available bandwidth, chunk division, bandwidth allocation,
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per-layer power reweighting and whitening can also be performed remotely, leaving only the PHY operations to be performed at the wireless transmitter.
At the video receiver, the PHY module performs channel
estimation, compensation for carrier frequency offsets (CFO),
and OFDM pilot phase tracking without compensating for the
channel, before passing the received complex samples to the
video decoder. It also decodes the digital packets with the source
metadata and feeds back the estimated channel matrices to the
video sender. The video decoder then finds the LLSE solution
of the video coefficients and performs the inverse process of
source layer generation, DCT, and MCTF to reconstruct the
video frames.
We use Sora [29] as our experimental platform. Since the
current Sora platform can support real-time 20 MHz wideband packet transmission and reception, but not single-device
MIMO, we need to emulate MIMO with multiple single-antenna boxes. Due to the pseudo-analog modulation of the
transform coefficients, we need to send raw signal samples to
the sending nodes separately and copy the received signals
from the receiving nodes to one box, both via Ethernet. The
latency from moving the samples across the network makes
it currently unfeasible to run the whole system in real time.
However, since CSI updates can be sent using a single antenna,
we can still run the channel dependent components in real time
to assess the latency of PHY processing.
Therefore, we currently implement the PHY modules using
Sora SDK 1.5 to run in real time. The actual video codec is implemented in Matlab and interfaces with the PHY module via
the generated video data as real values and the received complex samples. The video data packets follow an 802.11n-like
packet structure, so that we can leverage the techniques for CFO
compensation, channel estimation, and precoding in 802.11n. In
contrast to 802.11n, however, the pilot subcarriers for each antenna are used alternately across different OFDM symbols, similar to the approach in [23], so that we can update all the estimated channel coefficients for one transmit antenna per symbol.
Noise is estimated from the error vector magnitude of the signal
field in the packet preamble, and then passed to the video decoder to be plugged into the LLSE decoder.
We also implement a channel simulation that can act in place
of the Sora-based PHY modules but replay measured channel
traces. This allows us to study a larger variety of channel instances and compare different schemes more easily.
B. Schemes for Comparison
We compare ParCast+ with three reference schemes, namely
SoftCast, ParCast, and Omni-MPEG. While standard SVC also
offers some amount of performance scalability with the channel
condition, its performance was shown to be worse than SoftCast
[14]. In our previous work [19], we also compared a version of
cross-layer SVC, but found its performance to be far inferior to
Omni-MPEG. Across our test links, Omni-MPEG achieved a
median PSNR of 3 to 5 dB higher than SVC for the sequences
foreman, news, and football. Therefore, neither SVC variant is
included in this evaluation to keep the figures legible.
SoftCast: Although SoftCast only exploits source property in
its design, it appears to be near optimal for unicast over a single
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antenna. Therefore, we compare ParCast+ with SoftCast to assess the importance of exploiting the source-channel synergy in
MIMO-OFDM systems.
There are two high-level differences between SoftCast and
ParCast+. First, SoftCast adopts 3D-DCT transform to decorrelate the source, while ParCast+ uses MC-based 3D transform.
Second, SoftCast does not decorrelate the channel and does
not perform precoding, whereas ParCast+ implements channel
precoding and specifically optimizes for each subchannel
individually. In particular, SoftCast performs Hadamard-based
whitening for the DCT coefficients and the mixed coefficients
are sequentially mapped to the I and Q components of the
complex symbols over each subcarrier. In contrast, ParCast+
decorrelates the channel and incorporates channel details in
power allocation.
ParCast: We implement ParCast following the description
in [19], with the main difference of setting the GOP size to 8
frames instead of 4. Note that increasing the GOP size will improve the overall performance, and we make this change to ensure a fair comparison. The bandwidth allocation step is used,
in place of the original subchannel allocation step in ParCast, to
ensure that ParCast and ParCast+ use the same number of time
slots. Additionally, the bandwidth cost for transmitting metadata
( ) is counted.
Omni-MPEG: We implement H.264/MPEG-4 based on the
reference implementation JM16.1 [1]. We generate encoded
data under different Quantization Parameters (QP), and then
derive a table of PSNRs under various QPs, the corresponding
data stream size, and the channel throughput required.
The data is transmitted using 802.11n-like modulation and
coding, and we select the channel rate based on the effective
SNR of the given channel [11]. Depending on the number of
antennas on both sides, a sender can choose between sending
1 to 4 concurrent spatial streams (i.e., packet fragments) at a
time. To ensure a good rate, we precode the transmitted streams
and allow a different modulation and coding combination for
each transmitted spatial stream. This allows a higher overall rate
than those provided by unequal modulation across streams in
802.11n [3]. If the worst spatial stream is too weak to support
even BPSK, we allocate the power to a stronger spatial stream
instead, using a high rate where possible. If any stream is decoded incorrectly, the entire packet is dropped at the receiver
and retransmitted.
To compare Omni-MPEG with ParCast+ under the same
bandwidth constraint, we select an encoded data size that
requires a transmission time closest to ParCast+, look up the
proper QP, and use the corresponding PSNR as the performance
of Omni-MPEG. As such, Omni-MPEG represents the best
possible performance for a conventional scheme with separate
source and channel coding.
V. EVALUATION
A. Experimental Setup
Performance metric: We evaluate the video delivery quality
using the standard Peak Signal-to-Noise Ratio (PSNR) metric.
, where is the number of bits used
to represent each pixel luminance, typically 8, and
is the
mean squared error between all pixels of the decoded video and
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the original. We average the PSNR across frames to produce a
single value for each video sequence.
Test videos: We select a few representative video sequences,3
including foreman, mobile, news, bus, football, soccer, tennis,
and coastguard. They are in .cif, with a frame size of 352 288
pixels. These videos have different motion characteristics, background textures, and energy distributions. For example, news
has a smooth background and little motion. It is therefore easily
compressed with a conventional video codec. mobile has many
small moving objects and there is continuous movement in the
whole scene due to camera movement. football and coastguard
both include large texture areas and complex motion. Consequently, both are challenging cases for conventional compression systems.
We set the GOP size to 8 frames for source processing. We
adopt block sizes of
,
,
, and
pixels as a
motion unit in MC process. The search range is
pixels,
and the motion vector precision is 1/4 pixel.
When coding coefficients, we divide each video frame into
64 chunks. For a
link, we could send up to 2 values per
complex symbol, 3 symbols per subcarrier, and 52 data subcarriers, or 312 values total in a single 802.11n OFDM symbol. We
currently send 300 values in each OFDM symbol and skip the
worst 12 subchannels, so that an entire video frame takes about
337 OFDM symbols. For a fair comparison with other schemes,
we define the packet size in terms of the number of OFDM
symbols and we set
.
Sora setup: We use four single-antenna Sora boxes to emulate a
MIMO link in an indoor environment, and move
the antennas to different locations to get different channel instances. The carrier frequencies of all four radios are configured to be within a few hundred Hz of one another. This is the
precision we can achieve given the configuration tool, and we
have verified that pilot tracking can correct residual CFO between each transmit-receive pair sufficiently well. We calibrate
the CPU clocks of all the boxes offline and use a SourceSync
[23]-like approach to achieve synchronized transmissions from
the two transmit antennas.
While the current experimental evaluation is not real-time
due to the fact that Sora’s MIMO capabilities are still in development, we believe that we can carry out real-time experiments
in the near future with the fast development of software radio
platforms.
Channel traces: We use two sets of channel traces of
802.11n MIMO-OFDM links from previous work [11] for
trace-driven simulations, one including around 120 stationary
links and the other a mobile trace. These were collected on
commodity Intel iwl5300 NICs in two indoor environments.
Fig. 2 shows the squared singular value distributions for example links. The average SNRs for the stationary links (9 11)
and (9 12) are 27.87 dB and 22.42 dB, respectively. For the
mobile link, the average SNR is about 25.46 dB.
For each stationary trace, there is one packet approximately
every 6 ms. Our experiments show that the results differ mainly
in whether there is a CSI feedback delay and are not sensitive
3[Online].

Available: http://videocoders.com/yuv.html

to the delay period. Therefore, we simply present the results for
one-packet delay, or around 6 ms. For the mobile trace, we select a CSI sample approximately every 10 ms to ensure channel
variation.
B. Microbenchmarks From Sora Experiments
The main purposes of the Sora experiments are to validate the
simulation implementation and assess the complexity of several
operations.
Minimum CSI delay: In our implementation, the time cost for
an explicit CSI update is less than 1 ms, which is much smaller
than the typical update period.
SVD calculation latency: Given all subcarriers are independent, we only need to calculate SVD for 52
real matrices.
s on a machine with a 3.40 GHz CPU.
This takes around
Residual CFO: Since the two numbers in a complex symbol
are correlated, any residual CFO after pilot tracking could induce an error in decoding. However, our experiments show that
the error is insignificant at low channel SNR, and within 0.5 dB
even for a 200 Hz residual CFO at a high SNR.
Limited sample precision: Although the UEP step results in
a large energy spread in the frequency domain, the IFFT of
OFDM has a mixing effect so that the time domain signal energy
is more evened out. Hence, the limited precision of transmitted
time-domain samples causes a recovery PSNR drop of around
0.2 dB.
Computational complexity: The computational overhead of
the forward and reverse MCTF in ParCast+ is comparable to
that of the temporal prediction of an IBBPBBP… GOP structure4 and a hierarchical-B structure5 of H.264/MPEG-4 [8], [9],
which have been demonstrated in real time with the x264 codec
library [4]. The overhead from the DCT transform and the UEP
in ParCast+ is the same as for SoftCast, and was evaluated previously [14]. The main overhead in the remaining steps is in
computing the precoding matrix (SVD), evaluated above. Current wireless transmitters need to do this anyway in order to
apply channel-specific precoding. Precoding in a broad sense
(i.e., channel independent spatial expansion or mapping) is in
the 802.11n standard and is already performed on commercial
cards (e.g., by default on Intel iwl5300), which shows that the
overhead is acceptable.
C. ParCast+ Microbenchmarks
We run a few benchmarks to assess the individual contribution of the operations of ParCast+, including MC in source
decorrelation, channel precoding, UEP, and pseudo-analog
channel traces
modulation. We choose two representative
for stationary links, (9 11) and (9 12), which feature a very
small and large spread of squared singular values respectively.
We will also assess the effects of inaccurate CSI.
In general, the amount of CSI inaccuracy due to delayed CSI
and its effects on the channel dependent components depend on
the channel characteristics. For the most common scenario with
4For the IBBPBBP… GOP coding structure, each GOP has one I-frame. All
the P-frames refer to the preceding I/P-frames and B-frames are predicted from
the nearest two I/P-frames.
5The hierarchical-B structure first encodes the first (I-) and the last (I/P-)
frames of a GOP, and then encodes B-frames hierarchically by the layer order.
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TABLE I
PARCAST+ WITH M+2D AND WITH 3D-DCT

Fig. 5. Chunk energy distribution of coefficients in the first 4 GOPs for video
mobile and football.

stationary links, CSI inaccuracy is mainly caused by estimation
noise and precision errors. For the mobile trace, inaccurate CSI
is due to changing channel.
The precoding and UEP operations depend on the SVD of
the channel matrix. With inaccurate CSI, precoding is unable to
entirely decorrelate spatial streams and the effective subchannel
gains cannot be estimated correctly. This makes the source-subchannel mapping and the joint power allocation suboptimal. Detailed discussion about the impact of CSI accuracy on these operations will be combined with the system benchmarks in this
subsection. For other experiments, delayed CSI is used, unless
otherwise stated.
Motion compensation: SoftCast and our previous
scheme ParCast both use 3D-DCT, while ParCast+ adopts
MCTF+2D-DCT (referred to as M+2D subsequently). Table I
shows that ParCast+ with M+2D often outperforms ParCast+
with 3D-DCT, by 1.49 dB in PSNR on average and up to
3.20 dB for sequence mobile. However, the 3D-DCT version
of ParCast+ performs better for football.
From a pure source coding perspective, M+2D is normally
considered more effective for exploiting inter-frame correlation
and usually can better compact the source energy, i.e., the energy
in the frame is more concentrated in the lowest frequency bands.
However, the MC process also produces motion vectors, which
need to be transmitted to the video decoder, too. As shown
in Table I, the proportion of bandwidth needed to transmit all
metadata from the video source increases from 2.61% to 7.21%
on average due to the transmission of the motion information.
For the overall video delivery quality, therefore, whether MC
is worthwhile depends on the tradeoff between energy compaction quality and the bandwidth consumption of the motion
information.
For sequences with little motion, M+2D produces little motion information and coefficients of a similar energy distribution
to those after 3D-DCT. Therefore, the overall recovery PSNR
is comparable using either source decorrelation approach. For
videos with high but translational motion, such as mobile and
bus, MC across frames could significantly improve the energy
compaction of the coefficients (Fig. 5). Using M+2D then is
more likely to produce a higher PSNR. football has fast and
complex motion, and the energy compaction property of its coefficients could not be improved much with MC. Worse, the
motion information is difficult to compress and its transmission
would consume a great deal of bandwidth. As a result, 3D-DCT
works better for this sequence.

Fig. 6. Effects of channel precoding over MIMO (a) Ground-truth CSI (b) Delayed CSI.

Ideally, we would design a system to support both M+2D
and 3D-DCT, and adapt between the two source decorrelation
methods dynamically based on the motion characteristics of the
video at hand. However, given M+2D performs better for most
natural videos, we do not incorporate the source-based adaptation in ParCast+ to simplify the design.
Channel precoding: We compare between ParCast+ with and
without channel precoding. Even without precoding, we can still
calculate the gains of the correlated spatial subchannels [11] and
permute the source layers to match them. Figs. 6(a) and 6(b)
show we cannot use the channel effectively without precoding
whether we get accurate CSI. Although we only show the results
for source mobile and football, the performance for the other six
sequences is similar.
Without precoding, the signals on different spatial subchannels of the same subcarrier will interfere with each other and on
average the performance drops by about 3.58 dB. The matching
is performed differently with and without precoding, so the figures show the combined effects of the various system components. Furthermore, without precoding, it makes little difference
whether we consider the channel for power allocation. Further
simulation results show that performing precoding is still much
better than not precoding at all for the mobile trace, whether
with accurate or delayed CSI.
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Fig. 8. Effects of extra bandwidth.

Fig. 7. Effects of source-subchannel mapping and joint source-channel power
allocation. (a) Ground-truth CSI. (b) Delayed CSI.

Unequal error protection: We next examine the importance
of source-subchannel mapping, joint source-channel power allocation, and reweighting as part of source layer generation.
Figs. 7(a) and 7(b) show the performance comparison between ParCast+ with and without matching, given the groundtruth CSI and delayed CSI, respectively. Without matching indicates that the source layers are simply allocated to the subchannels in a random order. The comparison shows that as much as
7.18 dB in PSNR can be attributed to matching when joint power
allocation is performed. Even for source-only power allocation,
matching is still clearly beneficial. For stationary links, even
with channel estimation noise, it is likely that the subchannel
order will only be slightly wrong, so matching is little affected.
When the channel details might be completely wrong due to
mobility, matching is statistically the same as not matching in
the worst case. Otherwise there is always a benefit, so matching
should always be done for both stationary and mobile links.
In Figs. 7(a) and 7(b), we also compare the performance
between ParCast+ with joint power allocation and with
source-only power allocation. Recall that a source layer
is too low
and subchannel pair is discarded if its
(Section III-D2), hence joint power allocation can skip the
worst subchannels at low SNR. With ground-truth CSI, joint
power allocation outperforms the source-only approach by
0.60 to 0.82 dB. The more diverse the subchannels, the more
valuable joint power allocation appears for different links.
When there is a CSI delay, the larger the singular value spread,
the larger the effect of inaccurate CSI. For example, joint power
allocation is still helpful with CSI delay for link (9 11) but
incurs a slight PSNR loss for link (9 12). Further experiments
show that for the mobile trace, source-only power allocation
is better than the joint approach, while the joint approach is
helpful if the link is mostly stationary.
Finally, we compare between ParCast+ with and without
the per-row source layer reweighting. The reweighting gain in
our simulation ranges from 0.10 dB to 0.32 dB for different
videos. The gain is insignificant because only two or three
initial chunks are involved in each layer under our system

setting. The reweighting step would be more useful for a larger
GOP size, such that each layer may contain data from several
initial chunks.
Pseudo-analog modulation: ParCast+ adopts pseudo-analog
modulation to achieve graceful degradation over heterogenous
MIMO-OFDM channels. The main drawback of pseudo-analog
modulation is that it cannot take advantage of channel coding,
either at low SNR or when there is extra bandwidth. When combined with MIMO, however, some of the drawbacks can be
mitigated.
At low SNR, ParCast+ naturally discards the worst subchannels and the corresponding source components. This mitigates
the lack of error protection capability of analog modulation.
At high SNR, using analog modulation per subchannel of the
MIMO-OFDM channel is an easy mechanism to harness the
channel capacity.
We study the performance of ParCast+ and SoftCast when
given extra bandwidth. Fig. 8 shows the results for the sequence
mobile over link (9 11). The trends for the other videos and
links are similar and hence omitted. The ‘3 dB’ lines show the
performance of both schemes with exact bandwidth but twice
the power. SoftCast can only repeat the same data when given
double the bandwidth, which is approximately equivalent to
using twice the power but no extra bandwidth6. In contrast, ParCast+ can benefit from a subchannel diversity gain, although the
gain is less pronounced at low SNR.
Finally, we consider the performance of ParCast+ under different channel dimensions by comparing its performance for
and
configurations. For ideal MIMO channels with
link would scale the
equal gain on all subchannels, an
SISO capacity by roughly N times, or reduce the bandwidth requirement by a factor of N. However, this N factor is hard to
achieve for real channels, and more antennas may not help if
configuration of Parthey are not used optimally. For the
Cast+, we divide each video frame into 64 initial chunks, send
200 values in each OFDM symbol, and skip the 8 worst subMIMO.
channels. The other steps are the same as those for
Therefore, an entire frame takes about 507 OFDM symbols for
and the bandwidth requirement for
is only 2/3 of
. We see in Fig. 9 that ParCast+ normally achieves
that for
and
, whether there is
comparable performance for
a large subchannel gain spread or not.
Summary: As discussed earlier, motion compensation better
decorrelates the source and is unaffected by CSI accuracy.
6The performance of SoftCast under double bandwidth is slightly better than
that using twice the power. This is because the bandwidth cost for metadata
transmission is constant, so the available bandwidth for the coefficients transmission is slightly more than double when given double bandwidth.
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Fig. 9. Comparison between

and

.

TABLE II
COMPARISON BETWEEN PARCAST AND PARCAST+

Channel precoding and source-subchannel mapping are very
important components of ParCast+, whose contribution is much
larger than joint power allocation.
When considering the effects of CSI inaccuracy in practice,
we always use precoding and perform source-subchannel mapping. The joint power allocation is only utilized for stationary
links, and the source-only power allocation is used for more dynamic channels.
D. Comparison Against Alternative Schemes
We next compare ParCast+, ParCast, SoftCast and OmniMPEG for different videos and channel conditions. The setting
of ParCast+ is chosen according to the type of channels and
matches the summary in the previous subsection.
ParCast+ and ParCast: Since ParCast+ is an extended version of ParCast, we first compare the performance of the two
schemes. Overall, there is a consistent performance gap of 1 to
3 dB between the two schemes. The exact gap depends on the
video characteristics but is fairly oblivious to channel conditions. Therefore, we only present the average PSNRs achieved
for different videos over two typical links in Table II. On average, ParCast+ outperform ParCast by 2.1 dB and 1.9 dB respectively over links (9 11) and (9 12).
Stationary links: We next study the performance of all the
links, with delayed CSI feedschemes over all stationary
back. This represents the most common scenario. Channel precoding is assumed for both ParCast+ and Omni-MPEG but not
for SoftCast, since our previous work [19] showed that directly
adding channel precoding to SoftCast had a negligible effect.
Fig. 10 shows ParCast+ often achieves a much higher
PSNR than SoftCast for all sequences over all links. Note
that we set the maximum PSNR value to 55 dB. Moreover,
the performance of ParCast+ improves more quickly with the
channel quality than SoftCast. This is mainly because ParCast+ optimizes the performance on individual subchannels,
whereas SoftCast treats the channel as a whole. Furthermore,
SoftCast includes a Hadamard transform to even out the energy
between different packets, which actually mixes together the
source layers with unequal importance. This correlation at
the source eventually manifests as interference at the channel
[19]. Effectively, Hadamard acts as random precoding, which
is statistically equivalent to not precoding at all [30]. This
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also precludes source-subchannel mapping. As we evaluated
previously, precoding and source-subchannel mapping are
important for ParCast+, and the system performance degrades
significantly without them.
ParCast+ often outperforms Omni-MPEG except for news,
foreman, and tennis over some low SNR links. When averaging
over all links, Omni-MPEG slightly outperforms ParCast+ only
for the fairly compressible video news among these test sequences. For each of the other sequences, ParCast+ achieves
more than 5 dB PSNR improvement on average and the gain is
as high as 8.7 dB for the video coastguard.
For several stationary traces with low SNR, Omni-MPEG
performs better for the sequences news, foreman, and tennis
by adopting high compression ratios combined with strong
channel coding, since these three sequences have relatively
high compressibility at low bitrates. In contrast, ParCast+ uses
pseudo-analog transmission and can not efficiently overcome
the channel noise by discarding subchannels.
For the traces with higher SNR, the high source compression capability of Omni-MPEG becomes less valuable. In
contrast, the pseudo-analog modulation approach in ParCast+
is very helpful in MIMO-OFDM situations to fully utilize the
diverse channel gains without much overhead. Otherwise, the
transmitter would also need to signal to the receiver how to demodulate each subchannel, and even a FARA [22]-like scheme
may not work well. With delayed CSI, precoding would not be
able to entirely decorrelate the spatial streams and could cause
modulation selection to be too optimistic for Omni-MPEG.
Mobility case: Finally, we study the performance of the
schemes using the mobile trace. For Omni-MPEG with
SVD-based precoding, delayed CSI could cause modulation
selection to be too optimistic, and inaccurate modulation selection could cause decoding errors. Hence, no precoding is
adopted for Omni-MPEG.
We consider CSI delay periods of 0 (No delay), 1 packet
(10 ms), 10 packets (100 ms), 100 packets (around 1 s), and
500 packets (around 5 s). To reduce the randomness of the error
between the available CSI and the ground truth for large CSI
delay periods, we run the simulations over four different parts
of the mobile trace and report the average performances.
Fig. 11 summarizes the results. The error margin is about
dB for Omni-MPEG,
dB for SoftCast, and
dB
for ParCast+ for any delay period. As expected, SoftCast has a flat
performance curve since it does not utilize the CSI information.
While the performance of Omni-MPEG and ParCast+ degrades
with increasing CSI delay, the degradation stabilizes around 1s
delay. The reason is that once the delay becomes sufficiently
large, the error between the available and the ground-truth CSI
becomes random, and the average PSNR value over the whole
transmission becomes independent of the exact CSI delay.
This is why we have not considered delay periods longer than
5 seconds, and the performance degradation with delayed CSI
is not strictly monotonic when the delay period becomes large.
Compared with Omni-MPEG, the performance of ParCast+
degrades more with CSI delay due to inaccurate precoding,
especially for the sequences foreman and tennis. On the other
hand, Omni-MPEG without precoding can not benefit much
from the accurate CSI information in the case of no delay.
Among these sequences, only news favors Omni-MPEG, and
the largest gain is less than 1.4 dB.
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Fig. 10. PSNR for ParCast+, SoftCast and Omni-MPEG for all stationary traces.

Fig. 11. PSNR for ParCast+, Omni-MPEG, and SoftCast given different CSI delay.

VI. CONCLUSION
ParCast+ is motivated by non-uniform energy distribution at
both the source and the channel. It divides the source into layers
with unequal energy and sends them on independent subchannels, with the more important layers on higher-gain subchannels, joint source-channel power allocation, and pseudo-analog
modulation to optimally leverage source redundancy for error
protection at the channel. We have shown that such a design
can significantly outperform conventional digital schemes by
turning challenging MIMO-OFDM links into opportunities.
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